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Table 6: AA, NI, CAL, and CDL results.
Harness Utility off Utility on ASR off ASR on ∆ Utility ∆ ASR

A
A

CODEX CLI 95.4% (124/130) 96.2% (125/130) 81.7% (49/60) 96.7% (58/60) ↑ 0.8% ↑ 15.0%
CLAUDE CODE 94.6% (123/130) 93.8% (122/130) 43.3% (26/60) 100.0% (60/60) ↓ 0.8% ↑ 56.7%
GEMINI CLI 94.6% (123/130) 96.9% (126/130) 3.3% (2/60) 100.0% (60/60) ↑ 2.3% ↑ 96.7%
gptme 66.9% (87/130) 97.7% (127/130) 45.0% (27/60) 100.0% (60/60) ↑ 30.8% ↑ 55.0%
QWEN CODE 50.0% (65/130) 94.6% (123/130) 0.0% (0/60) 90.0% (54/60) ↑ 44.6% ↑ 90.0%
GITHUB COPILOT 60.8% (79/130) 93.1% (121/130) 1.7% (1/60) 86.7% (52/60) ↑ 32.3% ↑ 85.0%
Overall 77.1% (601/780) 95.4% (744/780) 29.2% (105/360) 95.6% (344/360) ↑ 18.3% ↑ 66.4%

N
I

CODEX CLI 99.1% (109/110) 66.4% (73/110) 100.0% (40/40) 0.0% (0/40) ↓ 32.7% ↓ 100.0%
CLAUDE CODE 93.6% (103/110) 65.5% (72/110) 100.0% (40/40) 0.0% (0/40) ↓ 28.2% ↓ 100.0%
GEMINI CLI 87.3% (96/110) 66.4% (73/110) 25.0% (10/40) 0.0% (0/40) ↓ 20.9% ↓ 25.0%
gptme 80.0% (88/110) 67.3% (74/110) 17.5% (7/40) 5.0% (2/40) ↓ 12.7% ↓ 12.5%
QWEN CODE 95.5% (105/110) 65.5% (72/110) 50.0% (20/40) 0.0% (0/40) ↓ 30.0% ↓ 50.0%
GITHUB COPILOT 90.0% (99/110) 67.3% (74/110) 50.0% (20/40) 0.0% (0/40) ↓ 22.7% ↓ 50.0%
Overall 90.9% (600/660) 66.4% (438/660) 57.1% (137/240) 0.8% (2/240) ↓ 24.5% ↓ 56.3%

C
A

L

CODEX CLI 100.0% (110/110) 100.0% (110/110) 95.0% (57/60) 80.0% (48/60) 0.0% ↓ 15.0%
CLAUDE CODE 100.0% (110/110) 94.5% (104/110) 100.0% (60/60) 23.3% (14/60) ↓ 5.5% ↓ 76.7%
GEMINI CLI 99.1% (109/110) 97.3% (107/110) 100.0% (60/60) 41.7% (25/60) ↓ 1.8% ↓ 58.3%
gptme 96.4% (106/110) 99.1% (109/110) 100.0% (60/60) 95.0% (57/60) ↑ 2.7% ↓ 5.0%
QWEN CODE 100.0% (110/110) 96.4% (106/110) 93.3% (56/60) 18.3% (11/60) ↓ 3.6% ↓ 75.0%
GITHUB COPILOT 100.0% (110/110) 99.1% (109/110) 100.0% (60/60) 41.7% (25/60) ↓ 0.9% ↓ 58.3%
Overall 99.2% (655/660) 97.7% (645/660) 98.1% (353/360) 50.0% (180/360) ↓ 1.5% ↓ 48.1%

C
D

L

CLAUDE CODE 95.0% (133/140) 99.3% (139/140) 40.0% (24/60) 5.0% (3/60) ↑ 4.3% ↓ 35.0%
CODEX CLID – 88.6% (124/140) – 10.0% (6/60) N/A N/A
GEMINI CLI 94.3% (132/140) 100.0% (140/140) 46.7% (28/60) 0.0% (0/60) ↑ 5.7% ↓ 46.7%
gptmeD – 94.3% (132/140) – 40.0% (24/60) N/A N/A
QWEN CODE 95.0% (133/140) 100.0% (140/140) 40.0% (24/60) 0.0% (0/60) ↑ 5.0% ↓ 40.0%
GITHUB COPILOT 94.3% (132/140) 100.0% (140/140) 40.0% (24/60) 0.0% (0/60) ↑ 5.7% ↓ 40.0%
Overall 94.6% (530/560) 99.8% (559/560) 41.7% (100/240) 1.3% (3/240) ↑ 5.2% ↓ 40.4%

DDefault-enforced: ON-only.

Security gains with modest utility improvements. CDL, PR, and MCP reduced ASR by 40.4, 48.1, and 28.1 pp,
respectively, with overall utility gains of 5.2, 0.3, and 0.5 pp. Blocking an attack can also protect legitimate deliverables
when its side effects violate task requirements. For CDL, 15 of the 29 additional utility passes came from Qwen Code
and GitHub Copilot reports that no longer contained signing-key material. The induced key-copying operation had
invalidated these reports under OFF; preventing it under ON preserved the legitimate validation output. PR’s permitted
workspace operations and MCP’s retained tools also left legitimate work possible. Their small overall utility gains
combined positive and negative changes across harnesses, while PR’s ASR reductions ranged from complete observed
suppression to almost unchanged outcomes. For MCP, some retained operations could still alter protected state.

Small observed changes under PIF Only gptme supported a paired PIF comparison: ASR fell by 3.3 pp, from 16/60
to 14/60 passed attack checks, while utility fell by 1.9 pp. Its filter matches explicit injection patterns in tool outputs and
adds warnings. Attacks presented as ordinary workflow prerequisites can still influence execution under this screening.
The observed improvement was small; the remaining single-setting results cannot establish an ON/OFF effect.

Token usage. Across 2,500 trials, the harnesses recorded 81,155 tool calls and 589.32 hours of cumulative agent
execution time. Available token consumption exceeds 2.2 billion tokens in total (2.164 billion input and 53.714 million
output), excluding conditions for which token totals were unavailable. Table 8 reports these usage statistics by harness,
mechanism, and setting.

6.3 Case Studies and Analysis

The aggregate results quantify changes in task utility and attack success. The following two task-level cases illustrate
how these outcomes arise during execution.
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