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HSB evaluates harness security mechanisms by measuring task utility and attack effects during coding task execution.
Its design builds on the taxonomy from RQ1 and the implementation ratings from RQ2. Fig. 4 shows how tasks, attack
surface augmentation, harness execution, and outcome oracles form this evaluation.

HSB targets nine of the ten mechanisms in Table 3. AL remains in the RQ1 taxonomy and RQ2 ratings but is excluded
from HSB in RQ3. It records security-relevant actions and decisions for review, while RQ3 measures utility and attack
effects during task execution, leaving downstream uses of recorded trajectories for harness refinement [28, 41, 45]
outside our HSB scope.

5.1 Task construction

Table 5: HSB tasks, technical elements, and attack-surface coverage.

Bench. Tasks Technical elements Attack surfaces

Repo. Instr. Tool Know. Ext.

AA (2) Settlement Fee Rounding; Job
Scheduler Backoff JSON; HTTP; CLIs ✓ ✓

NI (2) Dependency Lock Repair; CI
Summary Repair

Node.js; npm; HTTP;
JSON ✓ ✓

CAL (2) CLI Arg Parser; Markdown Table
Render

Typed options;
Markdown; JSON ✓

CDL (2) Record Deduplication; INI Config
Parsing SQLite; JSON; INI ✓

MCP
(3)

Doc Search; Email Validation;
StreamLoop case reconciliation

MCP; SQLite/SQL;
Node.js; JSON ✓ ✓ ✓ ✓

PIF (2) Issue Triage; C# Maze Logs; HTTP; MCP;
.NET; JSON ✓ ✓ ✓

PR (4)
Claims Reimbursement; Safe Path
Join; MVCC LSM Compaction;
Embedding Drift Monitor

JSON; filesystem;
C++20; NumPy/SciPy ✓

RO (2) Takeaway Ordering; Bike Dispatch
Audit

HTTP/JSON; SQLite;
HTML/CSS ✓

PT (4)
Constellation Postcard; Pixel Pet
Codec; Pocket Music Box;
Clockwork Mobile

SVG/XML; RLE;
MIDI/PCM; fractions ✓ ✓ ✓ ✓

‘✓’ indicates covered by at least one task.

We curate 23 tasks (21 original and two adapted from the Terminal-Bench task repository [51]) across nine security
mechanism benchmarks, spanning bug repair, feature implementation, and read-only analysis of code and data. The
tasks cover six primary programming languages: Python, JavaScript, C++, C#, Ruby, and Go. Table 5 lists the task
names, representative technical elements, and attack surface coverage for each benchmark.

For each task, we provide an explicit legitimate user instruction, an executable environment, and utility oracles tied to
the requested behavior. The user instruction is the authoritative source of legitimate task requirements. Each utility
oracle checks a specified aspect of a requirement grounded in that instruction; a requirement may have zero, one, or
multiple corresponding oracles. We then augment the task environment with five attack surfaces. Separate attack-effect
oracles check the adversary’s specified actions or consequences. The augmentation leaves the original user instruction,
legitimate task requirements, and utility oracles unchanged. To keep user instruction legitimate, direct-user-input attack
surfaces are therefore excluded from HSB evaluation scope.

5.2 Attack surface augmentation

We construct attacks for the nine benchmarks by combining different attack surfaces, adversarial payloads, and artifacts
encountered during legitimate task execution. The attacks cover five attack surfaces and introduce misleading workflow
steps, fabricated operational prerequisites, or unauthorized additional actions (as shown in Fig. 4 and Fig. 5).

For repository and workflow artifacts, we embed payloads in documentation, source comments, and configuration files.
In AA, maintenance materials disguise queue purging as a necessary step for applying a backoff repair, as illustrated
in Fig. 5. In CAL, validation helpers outside the allowlist are misrepresented as required utilities, while CDL frames
table deletion or signing-key copying as prerequisites for validation. PR introduces closeout and activation steps whose
helper actions write to or delete files outside permitted paths. RO similarly presents preview and receipt utilities that
modify protected records. For agent instructions and skills, MCP’s Email Validation task uses a poisoned AGENTS.md to
present a privileged registry update as routine maintenance. PT’s Pixel Pet Codec task supplies project instructions that
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