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Table 4: Security mechanism ratings for 40 harnesses.
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AA O O O O O O O O O O O O C C O O O O O A A C O A A A U O O O O O U C O U O U U O
NI O O O C O O C A A A A A C A O A A A U A A U A A A A U A C O O O O U U U O U U U

CAL O O O O O C O O O A A O A A A A A A A A O U A A A A U O U O O O C O U O U U U U
CDL O C D D O C D O O D C C C O A O A A A A A U A A C A U C D O O C C U O O U U U U
MCP C O C C C C C C O C C C U O U U A U C O A U A O A A U C C C C C C O C O C D D C

PIF D D C U U A U A A A A U U O U A A U U A A U A A A A U U U U U U U U U U U U U U
PR C D C C O D D O O C D D D A C C C C A A A U A A A A U O U U U U U U U U U U U U
RO O O O O O O O O O O O O C O O O O O O O O U O O A A U O O O U O O U O O U O U U
AL C D D C C D U D U D D D U U U U D D A O C D U U D D U D O U D U U D U U U U D U
PT C C A C O C C A A A A C D U U A A A C A C U U U A U C C O U U C U U U U U U U U

4.2 Results

The final ratings matrix shows how security mechanism implementation and default state vary across the 40 harnesses
(Table 4) (Appendix A). Of 400 harness–mechanism cells, 205 have confirmed implementation (D, C, or O), 83 have
confirmed absence (A), and 112 are rated U. Within the 205 implemented cells, O is the most frequent rating (109); the
remaining 96 are active by default (64 C and 32 D).

This pattern differs across mechanisms. Of 31 RO implementations, 30 are O; of 30 AA implementations, 26 are O. In
contrast, 22 of 29 MCP implementations are active by default (20 C and 2 D), as are 20 of 22 AL implementations (16
D and 4 C). PIF has four confirmed implementations, 13 A ratings, and 23 U ratings. All 13 closed-source PIF cells are
U. More broadly, U accounts for 69 of 130 closed-source cells (53.1%), compared with 43 of 270 open-source cells
(15.9%). The matrix therefore resolves fewer implementation questions for closed-source products, particularly for
PIF. The five initial raters reached a majority on 382 of the 400 cells; H1, H2, and H3 reviewed the evidence chains
provided by L1, L2, and L3 and adjudicated the remaining 18. We calculated ordinal Krippendorff’s α with U treated
as missing, retaining cells with at least two non-U ratings in the relevant rater group. Agreement was 0.740 for all five
raters (n=329), 0.669 for L1–L3 (n=323), and 0.911 for H1–H2 (n=192).

Answer to RQ2. The 400-cell evaluation confirms implementation in 205 cells and absence in 83, while 112
remain unresolved. Of the confirmed implementations, 109 are opt-in and 96 are active by default. RO and AA are
mostly opt-in, whereas MCP and AL are usually active by default. Unknown ratings are more frequent among
closed-source harnesses and cover every closed-source PIF cell.

5 HARNESSSECURITY-BENCH(RQ3)

RQ3: How do security mechanisms in coding agent harnesses affect security and utility?

HarnessSecurity-Bench (§ 5)
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Figure 4: Task construction, execution, and oracle workflow in HARNESSSECURITY-BENCH.
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