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6.2 RQ3: HarnessSecurity-Bench Results
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(a) Attack success
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(b) Task utility

Figure 6: Attack success and task utility across mechanisms and harnesses. Circles and squares show paired ON and OFF
observations; diamonds show unpaired results. Rings mark 0, 50, and 100%.

Fig. 6 summarizes the nine mechanisms across six harnesses, and Tables 6 and 7 report the corresponding task utility
and ASR, measured as the pass rates of utility and attack-effect oracle checks, respectively. Paired ON/OFF comparisons
quantify changes in task utility and ASR, whereas single-setting results for cells rated U, D, or A describe outcomes
under the available setting. The following analysis groups mechanisms by the changes observed within each benchmark
and relates these patterns to task requirements and mechanism behavior.

Auto-approve increases utility and attack exposure. AA is a risk capability that removes confirmation barriers,
whereas the other mechanisms restrict operations or resources, or screen untrusted content. AA-ON skips native
approval checks; AA-OFF sends permission requests to the separate reviewer. Utility rose from 77.1% to 95.4% (+18.3
pp), while ASR rose from 29.2% to 95.6% (+66.4 pp). Skipping review allows both legitimate operations and malicious
prerequisites presented in maintenance materials to proceed more readily. ASR increased in every harness, but the
utility benefit varied: Gemini CLI gained 2.3 pp, while Claude Code lost 0.8 pp. Automatic approval therefore increased
attack exposure even where it offered little improvement in task completion.

Security gains with substantial utility losses. NI and RO restricted capabilities needed for both legitimate work
and unauthorized operations. NI reduced ASR by 56.3 pp with a 24.5 pp utility loss. Required network interactions
accounted for 161 of the 162 fewer utility passes; local code checks changed from 437/480 to 436/480. RO reduced
ASR from 8.3% to 0.8%, a 7.5 pp decrease from a low OFF baseline, while utility fell by 34.0 pp. Checks requiring
persistent implementation changes accounted for 347 of its 367 fewer utility passes. When legitimate and malicious
workflows use the same capability, restricting it can protect the resource while preventing task completion.

Security gains with largely preserved utility. CAL reduced ASR by 48.1 pp with a 1.5 pp utility loss, leaving most
legitimate implementation and validation achievable through permitted commands. PT showed a similar pattern among
harnesses that continued execution under ON. Across all five paired harnesses, ASR fell from 75.3% to 40.3%, while
utility fell from 100% to 80%. This utility loss came entirely from Gemini CLI refusing startup in all 40 ON trials after
the workspace was marked untrusted. Excluding that startup-refusal configuration, the other four harnesses retained
100% utility while ASR fell from 75.8% to 50.4%. These comparisons distinguish denying task startup from limiting
repository resources during execution while retaining a legitimate completion path.
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